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Abstract

Litmus tests are the empirical workhorse for characteriz-
ing hardware memory models: small concurrent programs
whose “weak” outcomes reveal how a processor reorders
memory accesses. Their effectiveness hinges on a property
the test cannot control on its own: its threads must exe-
cute simultaneously on different cores, within a window of a
few cycles. On a multi-socket NUMA machine, the default
Linux scheduler may scatter those threads across sockets,
collapsing the observed weak-behavior rate by roughly 8x
relative to careful same-socket placement. Manual pinning
recovers sensitivity for a single hand-tuned test, but affinity
alone does not coordinate complete tests once a campaign
oversubscribes the available CPUs.

We use sched_ext, the Linux extensible-scheduler inter-
face, to make placement explicit. A spatial gang scheduler
reserves dedicated, NUMA-local cores for each test, automat-
ically matching hand-tuned pinning and turning a wildly
bimodal rate into a high and predictable one. A temporal
gang scheduler time-slices whole tests as units, sustaining
high per-test rates even at 2X oversubscription, which nei-
ther SCHED_FIFO nor static affinity can express. The result
is both a practical improvement to memory-model testing
and a case study in encoding a workload’s correctness in-
variant (“these threads must run together”) directly in an
eBPF scheduling policy.
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1 Introduction

Modern processors expose memory behaviors that are in-
visible in sequential execution but decisive for concurrent
software. Stores may be buffered, loads may observe values
in orders that differ from program order, and the set of out-
comes a program can observe is governed by the hardware
memory model [6, 18]. A program that is correct under one
memory model may therefore fail on hardware that permits
weaker ordering. Litmus tests [2, 3] are the standard empir-
ical tool for probing these behaviors. Each test is a small
concurrent program designed to observe a specific execution
outcome, most commonly a “weak” behavior that is impossi-
ble under a stronger model but allowed by a weaker one [19].
The practical value of a test thus depends on how reliably
and frequently it exposes its target behavior.

That reliability depends on a scheduling condition the
test cannot enforce by itself. Many weak behaviors require
accesses from different threads to overlap on different cores
within a window of only a few cycles [2]. Hitting that win-
dow requires lightweight, non-blocking synchronization, but
such synchronization gives the scheduler no explicit informa-
tion that the participating threads must run together. Block-
ing barriers expose scheduling points, but their latency is
too coarse for cycle-scale alignment. As a result, a litmus test
is left relying on an implicit scheduler accident: its threads
must happen to be placed on suitable cores and run at the
same time. On NUMA and oversubscribed machines, this ac-
cident is unreliable. The default Linux scheduler may scatter
a test across sockets, time-slice its threads independently,
or allow unrelated work to interfere with the measurement,
reducing the sensitivity of the test even when the test code
and synchronization are correct.

This paper argues that scheduling is a first-class factor
in litmus-test sensitivity, and that sched_ext provides a
programmable mechanism for encoding this requirement
directly in the scheduling policy. Our claim is not that a ker-
nel scheduler is the only possible solution. Careful taskset
placement is sufficient for a single well-tuned test, and a
user-space campaign manager can batch or rotate complete
tests. The narrower claim is that static affinity alone does
not express the relationship that a test’s threads should run
together. With sched_ext, a test can enroll as a gang, the
policy can select CPUs from the machine topology, keep
unrelated work off those CPUs, and coordinate whole tests
online when they compete for cores. Our contributions are:
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o A sched_ext-based gang abstraction for litmus-test
campaigns. Threads enroll through eBPF maps, expos-
ing test membership to the scheduler so that placement
and dispatch can be coordinated at gang granularity.

e Two complementary eBPF policies: scx_gang reserves
disjoint, NUMA-local CPUs for spatial isolation, while
scx_tgang rotates tests over time under contention.
The source code is available at https://github.com/
sysec-uic/scx_gang.

e A controlled evaluation that separates scheduler ef-
fects from the synchronization primitive. With syn-
chronization held constant, we show that the default
scheduler’s NUMA placement choices alone collapse
weak-behavior rates by roughly 8x relative to careful
same-socket pinning.

2 Background

Litmus Tests and Memory Models. A litmus test is a small
concurrent program designed to ask whether a hardware
memory model permits a particular outcome. The test fixes
a few threads, gives each thread a short sequence of loads
and stores to shared locations, and records whether a des-
ignated weak outcome appears in the final register or mem-
ory state [2, 3]. The canonical example is Store Buffering
(SB): thread 0 stores to x and then reads y, while thread 1
stores to y and then reads x. The weak outcome is that both
reads return the initial value, showing that each core’s store
was buffered past its later load. SB is allowed even by rel-
atively strong models such as x86-TSO [18]. Other classic
tests, including Message Passing (MP), Load Buffering (LB),
Independent Reads of Independent Writes (IRIW), and 2+2W,
exercise behaviors that are forbidden by TSO but can appear
on weaker architectures such as ARM and POWER [3, 16].
Tools such as 1itmus7 [1, 2] run these tests at scale. Because
the absence of a weak outcome is not proof that the behavior
is impossible, these tools try to maximize the rate at which
weak outcomes are observed; thread affinity, placement, and
timing are therefore part of the measurement, not merely
performance details.

The Extensible Scheduler. sched_ext [13, 17] is a Linux
scheduling class that lets a verified eBPF program implement
scheduling policy outside the core kernel scheduler. The ker-
nel invokes a small set of callbacks, including select_cpu,
enqueue, dispatch, running, and stopping; the eBPF pro-
gram uses these callbacks to choose where runnable tasks
should go and when they should run. User space can config-
ure the policy through eBPF maps, while the kernel executes
the verified and JIT-compiled policy without requiring a ker-
nel rebuild or reboot [7]. The central scheduling mechanism
is the dispatch queue (DSQ): tasks are inserted into DSQs
and later moved to per-CPU local DSQs that feed individual
cores. For this paper, the key point is that sched_ext exposes
placement and dispatch decisions that ordinary user-space
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Figure 1. System overview. A litmus test’s threads (a gang)
enroll in an eBPF map; the scheduler reads the map and con-
trols placement. (a) The default scheduler may scatter the
gang across NUMA nodes, so the cycle-scale window for a
weak behaviour rarely opens. (b) scx_gang reserves dedi-
cated NUMA-local cores for the whole gang and preempts
other work off them (spatial), exposing weak behaviours
~8X more often. (c) scx_tgang time-slices whole gangs on
the same cores (temporal): gang A runs in slice 1, gang B in
t;, so each stays co-scheduled.

affinity mechanisms cannot express. A litmus runner can
request fixed CPUs with taskset, but it cannot ask Linux to
treat a set of threads as a co-scheduled unit, reserve NUMA-
local cores for that unit, evict interfering tasks, or time-slice
whole tests together. sched_ext gives us a programmable
place to encode exactly that workload-specific invariant.
Separating Synchronization from Scheduling. A custom lit-
mus scheduler is easy to over-credit if the baseline and cus-
tom configuration also use different synchronization prim-
itives. Blocking barriers such as std: :barrier cooperate
with the scheduler but are too coarse for cycle-scale align-
ment; non-blocking sense barriers spin and are much tighter.
In our measurements, changing only this primitive on the
default scheduler moves SB’s weak-outcome rate by roughly
three orders of magnitude on both our desktop and NUMA
server. We therefore hold synchronization constant (always
using the same non-blocking sense barrier) and vary only
the scheduler or CPU placement. Under that control, the
remaining effect is placement: same-socket placement raises
the weak-outcome rate substantially over the unpinned de-
fault, while cross-socket placement nearly extinguishes it.
This is the scheduling effect the rest of the paper exploits.

3 Design and Implementation

A litmus gang is the set of threads that belong to one test
instance and must be co-scheduled. Each participating thread
enrolls by writing its thread ID into a pinned eBPF hash-
of-maps, keyed first by thread group and then by thread
ID. The resulting gang identity, (tgid, group), is visible to
the scheduler through the map (Figure 1). Threads that do
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not enroll are treated as background work and run on a
shared dispatch queue using a simple weighted-vtime policy.
Both schedulers use the same sched_ext callback structure:
select_cpu chooses a candidate CPU on wakeup, enqueue
routes a runnable task to the appropriate dispatch queue
(DSQ), and dispatch moves work to a core’s local DSQ when
the core needs more work. The difference between the two
policies is how they enforce the gang invariant: scx_gang
reserves space for gangs, while scx_tgang rotates gangs
over time.

3.1 scx_gang: spatial partitioning

scx_gang enforces co-scheduling by giving each gang mem-
ber a dedicated CPU on the same NUMA node. When the
first member of a gang appears, the scheduler chooses that
thread’s NUMA node, obtained with scx_bpf_cpu_node, as
the gang’s home node. Each member then claims one CPU
from a global per-CPU ownership table using an atomic
compare-and-swap. On enqueue, a gang thread is inserted
directly into its reserved core’s local DSQ and the core is
preemptively kicked; background tasks are sent to a shared
DSQ and are dispatched only on CPUs that no gang owns.
This policy gives each gang three useful properties. First,
its threads run on distinct, NUMA-local cores, which pre-
serves the tight alignment required by the litmus test. Second,
gangs receive disjoint CPU sets, so concurrent tests do not
interfere with one another. Third, background work is kept
off gang cores and is preempted if necessary. When a gang
thread exits, its CPU reservation is released, so reservations
are dynamic rather than fixed offline partitions. Compared
with taskset or cpuset, scx_gang therefore provides au-
tomatic NUMA-aware placement, interference control, and
coordination across multiple simultaneous gangs.

3.2 scx_tgang: temporal multiplexing

scx_gang relies on spatial partitioning: each gang needs
enough free cores to run all of its members at once. This
works while the machine has spare cores, but it breaks down
when a litmus campaign launches more gang threads than
the machine can dedicate simultaneously. scx_tgang ad-
dresses this case by multiplexing gangs over time. Instead of
pinning each gang to a permanent CPU set, it keeps runnable
gang members in a shared FIFO (GANG_DSQ) and activates
one gang at a time for a fixed time slice.

When a core needs work, scx_tgang tries to become the
activator using a global try-lock, which prevents two CPUs
from activating different gangs at the same time. The activa-
tor takes the gang at the front of GANG_DSQ, walks the queue
once, and moves that gang’s runnable members onto distinct
idle cores, preempting existing work on those cores when
necessary (Listing 1). When the slice expires, the gang’s
members re-enter the FIFO tail. The policy is therefore tem-
poral rather than spatial: gangs take turns, but each gang is
co-scheduled when it runs.

Listing 1. Core of scx_tgang gang activation (simplified). A
single verifier-friendly pass over the FIFO places members of
the front gang on idle cores; a try-lock prevents concurrent
activations.

void dispatch(s32 cpu) {
if (nr_queued(GANG_DSQ) == @) // no gang work:
{ move_to_local (SHARED_DSQ); return; 3} // run background
if (cas(&actlock, @, 1) != @) // another CPU is activating
{ move_to_local (SHARED_DSQ); return; }
u64 G = 9; // gang at the FIFO front
for_each (p, GANG_DSQ) { // single verifier-friendly pass
u64 k = gang_of(p);
if (G ==0) G =k; // first member fixes the gang
if (k != G) continue;
s32 ¢ = scx_bpf_pick_idle_cpu(); // find an idle core
if (c < @) break; // no more idle cores now
move(p, LOCAL_ON|c, PREEMPT); // place + preempt onto c
if (c != cpu) kick(c, PREEMPT);
}
cas(&actlock, 1, @); // release lock
move_to_local (SHARED_DSQ); // keep this core busy
3

This policy implements the part of gang scheduling that
static affinity lacks: it schedules a group of threads together
and rotates groups as units. Neither SCHED_FIFO nor affin-
ity masks can express that property, because both operate
on individual threads or fixed CPU sets rather than on a
time-sliced thread group. The implementation is intention-
ally verifier-friendly rather than perfectly all-or-nothing. If
fewer idle cores are available than the front gang needs,
scx_tgang places the members that fit and leaves the rest
queued; a stricter admission test could avoid this partial
activation at some throughput cost (Section 5). In our mea-
surements, partial activations are negligible while gangs fit
on the machine and become common only after oversub-
scription; even then, round-robin rotation usually re-forms
the gang within one or two slices.

3.3 Implementation

Both schedulers are implemented as eBPF programs using
the sched_ext kfunc interface. The shared mechanism is
small: a pinned hash-of-maps records gang membership,
keyed first by thread group and then by thread ID. scx_gang
adds a per-CPU ownership array to record reserved cores,
while scx_tgang adds a shared FIFO and a single activation
lock. This design keeps the user-space interface simple (a
test enrolls its own threads by updating the pinned map) and
keeps the scheduling decision in the kernel, where placement,
preemption, and dispatch can be controlled together.
Verifier constraints shaped the algorithm. The eBPF ver-
ifier is a central component of the subsystem’s security
model [14]; in our implementation, its constraints also shaped
the scheduling algorithm. Our first scx_tgang implementa-
tion used the natural two-phase design: scan the machine
to check whether the front gang fits, then scan the gang
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Table 1. Single gang, synchronization held constant (N=30
runs). Median weak behaviors per 10° iterations, with min-
max.

Configuration Median [min, max]
D-crossnode (forced across sockets) 62 [9,577]
D-unpinned (default scheduler) 1,429 [7,12,284]
D-1socket (manual same-socket pin) 10,906 [6,710, 27,278]
scx_gang (this work) 11,835 [4,002, 27,652]

FIFO to place the gang. The eBPF verifier rejected this ver-
sion because the combination of bounded loops, repeated
map lookups, and per-CPU scans exceeded its state bud-
get (reported as ~E2BIG, with a misleading “global function
doesn’t return scalar” diagnostic). We therefore rewrote ac-
tivation as the single-pass procedure in Listing 1: it uses
scx_bpf_pick_idle_cpu to find idle cores, places members
greedily, and avoids a separate admission pass. The resulting
policy is less elegant than a strict all-or-nothing gang sched-
uler, but it is verifier-friendly and works well in practice.

4 Evaluation

Our evaluation isolates the scheduling effect that a litmus
harness cannot control directly. Across all scheduler configu-
rations, we hold the test code and synchronization primitive
fixed and vary only placement and scheduling policy. We
ask whether sched_ext can (i) recover the weak-behavior
rate of careful same-socket pinning without manual topol-
ogy tuning, (ii) eliminate the default scheduler’s run-to-run
placement lottery, and (iii) preserve whole-test co-scheduling
when a litmus campaign oversubscribes the machine.

Setup and methodology. Unless stated otherwise, experi-
ments run on a 2-socket, 48-core Intel Xeon Gold 6240R (two
NUMA nodes) on Chameleon Cloud [12], Linux kernel 7.0.0,
with the CPU governor set to performance and turbo dis-
abled. We also use a single-socket, 8-core i7-9700 (same ker-
nel) to check the one-socket boundary case. All comparisons
use the same test harness and the same non-blocking barrier;
configurations differ only in placement policy and whether
threads enroll in the gang map. We report weak behaviors per
10° iterations as medians with min-max ranges, because the
rates are often heavy-tailed or bimodal; for aggregate cam-
paign throughput (Figure 2), we report means with min-max.
The harness supports SB, MP, LB, 2+2W, and IRIW, with or
without gang opt-in. We compare the default scheduler with
no pinning (D-unpinned), same-socket pinning (D-1socket),
and cross-socket pinning (D-crossnode) via taskset, against
our two schedulers, scx_gang and scx_tgang; the oversub-
scription study (Section 4.2) adds a static per-gang affinity
baseline (taskset-pin) and 1itmus7.
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4.1 Placement dominates; scx_gang captures it

Table 1 shows that placement is the dominant factor. With
the same code and synchronization, cross-socket placement
yields only 62 weak behaviors per 10° iterations, while same-
socket pinning yields 10,906 and scx_gang yields 11,835, a
190x swing caused only by CPU placement. The unpinned
default reaches only 1,429, about 8x below same-socket pin-
ning, because it often places the threads sub-optimally. In
contrast, scx_gang matches hand-tuned pinning without
manual affinity by keeping the gang NUMA-local.

To confirm that the benefit comes from avoiding cross-
socket placement rather than from scheduler overhead help-
ing on its own, we repeat the comparison on a single-socket
17-9700, using the same test code and sense barrier. With
all cores on one NUMA node, the configurations fall into
the same range: D-unpinned observes a median of 87,322
weak behaviors per 10° iterations, while scx_gang observes
90,972 (N=30). Thus, scx_gang does not create weak be-
haviors by itself; it removes harmful placement choices. Its
extra dispatch logic and map lookups reduce raw throughput
(88k vs. 144k weak/s), but on NUMA machines this cost is
outweighed by the placement gains in Table 1.

Reliability: eliminating the placement lottery. The me-
dian alone hides the default scheduler’s instability. In Table 1,
D-unpinned ranges from 7 to 12,284 weak behaviors per 10°
iterations. Its rate is therefore not just lower than same-
socket placement; it is bimodal, depending on whether the
scheduler happens to keep the threads on one socket or
scatter them across sockets. Frequency pinning does not
remove this spread, which points to placement rather than
measurement noise.

The problem becomes sharper when multiple tests run
concurrently. Figure 2 sweeps the number of gangs K and
reports aggregate weak behaviors per second over 20 trials.
The averages are similar, but the lower tail differs sharply:
the default scheduler repeatedly falls to 7-100 weak/s when
it scatters gangs across sockets, while scx_gang maintains a
floor of several thousand. At K=4, the worst scx_gang run
(7,753 weak/s) still exceeds the default scheduler’s average
(4,754 weak/s). For a testing tool, this floor matters: a cam-
paign that silently loses one to two orders of magnitude of
observations can produce false confidence.

4.2 Temporal multiplexing under oversubscription

A litmus campaign often runs many test instances concur-
rently to keep a many-core machine busy. Table 2 and Fig-
ure 3 measure the resulting per-gang weak-behavior rate
as the number of gangs K grows from under-utilization to
2% oversubscription on the 48-core machine. Each gang has
three threads, a representative size for classic litmus tests:
SB and MP use two threads, while IRIW uses four. The key
stressor is not the exact gang size but whether the scheduler
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@ default Ml scx_gang

aggregate weak / second

K=1 K=2 K=4 K=6 K=8
concurrent gangs K

Figure 2. Throughput scaling, 20 trials per point (mean;
whiskers min-max, log scale). The default scheduler (un-
pinned) randomly collapses to ~10 weak/s (cross-socket scat-
tering); scx_gang maintains a high floor.

Table 2. Median per-gang weak behaviors per 10° iterations
as the number of concurrent gangs K grows (3 threads/gang,
48 cores; oversubscribed for K > 16). scx_tgang sustains a
high rate across all loads; scx_gang collapses once gangs no
longer map cleanly onto nodes; the default is erratic. taskset-
pin is a static-affinity baseline: it tracks the default while
gangs fit but livelocks once oversubscribed (" indicates gangs
completed within 60 s). Best per column in bold.

K gangs 4 8 16 24 32
threads (3K) 12 24 48 72 9%
subscription 33 5 1.0 1.5 2.0
default 114 1,162 7,252 14,250 15,590
taskset-pin 74 85 4,920 88’ of
scx_gang 11,259 370 12,033 7,263 5,105

scx_tgang 11,028 11,402 17,652 18,365 14,628

can keep each gang’s members co-scheduled while many
gangs compete for cores.

scx_tgang is the most robust policy in this regime. It
sustains a high median rate across all loads (11,000-18,000
weak behaviors per 10° iterations) and, more importantly,
maintains its worst per-gang rate above 11,000. The default
scheduler and scx_gang both have much lower floors, drop-
ping into the hundreds in some runs. Spatial reservation
works only when gangs map cleanly onto NUMA nodes:
scx_gang is competitive at some loads but collapses at K=8
(median 370) because first-member node assignment piles
several gangs onto one socket while leaving the other under-
used. It also degrades under oversubscription, where there
are not enough cores to reserve a full CPU set for every gang.

The baselines expose the need for temporal gang schedul-
ing. The default scheduler can achieve a higher median as K

[ default [ scx_gang (spatial) Bl scx_tgang (temporal)

10° oversubscribed -

10°

104

103

per-gang weak / 1M

K=4 K=8 K=16 K=24 K=32
0.33x  0.5x 1x 1.5% 2%

concurrent gangs (subscription = 3K/ 48 cores)

Figure 3. Per-gang weak behaviors (median; whiskers min-
max, log scale) as the machine goes from under-utilized to
2x oversubscribed. scx_tgang (temporal) holds a high floor
throughout; scx_gang (spatial) collapses at K=8 and under
oversubscription; the default is erratic.

grows, since a full machine may accidentally co-locate some
gangs, but its near-zero lower tail makes performance unpre-
dictable. Static affinity fails more fundamentally: taskset-pin
matches the unpinned default while gangs fit, then effec-
tively livelocks under oversubscription because competing
pinned threads are time-sliced independently rather than co-
scheduled as gangs. In contrast, scx_tgang time-slices entire
gangs, enabling tests to share an oversubscribed machine
without sacrificing the co-scheduling property required by
the litmus harness.

How atomic is activation in practice? scx_tgang ac-
tivates gangs greedily: it makes one pass over the queue
and places as many members of the front gang as idle cores
allow (Section 3). We therefore instrumented the scheduler
to count partial activations, where at least one member is
placed but the full gang is not. Partial activation is negligible
while gangs fit: for K < 16, it is at most 0.01% of activation
passes. It appears only after saturation, rising to 1.6%, 9.4%,
and 29% at 1.25X%, 1.5%, and 2X oversubscription. Even at
2x, scx_tgang still maintains the highest per-gang floor in
Table 2, because the round-robin rotation typically reforms
a partially placed gang within one or two slices. A stricter
all-or-nothing admission test could improve fidelity, but it is
not required for the measurements in this workload.

Compared against 1itmus7. We also compare against
litmus7 [1, 2], the standard litmus-test runner. On a single
SB test, 1itmus7 with its strongest cycle-aligned timebase
barrier and affinity matches or exceeds our scheduler (~13,000
vs. ~5,000 weak behaviors/s). This is expected: when one test
fits cleanly on the machine, careful pinning is enough. The
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Table 3. Weak behaviors per 10° iterations on an ARM Jet-
son Orin Nano (median over 10 runs), compared with x86-
TSO. MP, 2+2W, and IRIW are forbidden under TSO and
produce zero weak outcomes on x86, but appear on weakly
ordered ARM. TIRIW requires four threads, exceeding the
Orin Nano’s three cores per cluster.

Test  x86-TSO ARM (default) ARM (best pin) TSO?

SB ~180,000 460,000 830,000 allowed

MP 0 39,000 12,000 forbidden
LB 0 0 0 forbidden
2+2W 0 3,500 25,000 forbidden
IRIW 0 92 n/a’ forbidden

gap appears when many tests share the machine. 1itmus7
exposes static affinity but not a whole-gang scheduling prim-
itive, so filling the machine with many instances reproduces
the taskset-pin collapse in Table 2. The approaches are com-
plementary: litmus7 could enroll its threads in our gang
map, while scx_tgang would provide the co-scheduling
guarantee once multiple tests compete for cores.

4.3 The behaviors are real: ARM

As Table 3 shows, MP, 2+2W, and IRIW produce weak
outcomes on ARM, whereas these outcomes are forbidden
by x86-TSO and never occur on our x86 machines. LB is
permitted by ARM but not observed by this harness on the
A78AE, which is a known hard case. Placement still mat-
ters on ARM: same-cluster versus cross-cluster placement
changes the 2+2W rate by roughly 7X. These results validate
the test suite and show that the placement effect extends
to weakly ordered hardware, where litmus testing is most
important.

5 Discussion and Limitations

When it helps. Our schedulers help in a specific regime and
we are explicit about it. On a single-socket machine with
ample cores, the default scheduler already co-schedules a
handful of spinning threads well, and gang scheduling pro-
vides little benefit; the gains we report are a NUMA and
contention phenomenon. The benefit is best framed as re-
liability, removing the catastrophic placements the default
scheduler inflicts at random, rather than a uniform speedup.
This framing is, we think, the right one for a testing tool:
a litmus campaign reports an empirical bound, and a silent
loss of sensitivity of up to 190X because the OS scattered the
threads turns that bound into false confidence. A scheduler
that guarantees a high floor is therefore worth more than
one that is occasionally faster.

Why sched_ext rather than affinity or user-space coordi-
nation? Manual same-socket affinity is sufficient for a single
test, and a user-space campaign manager can avoid harmful
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oversubscription by admitting only as many complete tests as
fit or by suspending and resuming tests as groups. Our claim
is therefore not that gang coordination inherently requires
a kernel scheduler. Rather, affinity alone does not express
the co-scheduling relationship, whereas sched_ext lets the
policy enforce that relationship online. Specifically, tests en-
roll without host-specific CPU lists, placement follows the
machine topology, background work can be preempted from
gang CPUs, and arrivals, exits, and runnable-state changes
are handled in the scheduling path.

Limitations. The current scx_tgang activation is greedy: it
places as many of the front gang’s members as there are idle
cores rather than strictly all-or-nothing, which can briefly
leave a gang partially scheduled until the next round. We
measured this to be negligible until the machine is oversub-
scribed (Section 4.2); a strict admission test would remove
it entirely at the cost of some throughput. scx_gang’s first-
member node assignment can imbalance gangs across nodes
(Section 4.2), which a placement that balances node load
would fix. We support gangs only within a single process,
and the map-based opt-in is unguarded (Section 3.3). We
report the schedulers’ dispatch overhead only as an aggre-
gate throughput cost (Section 4.1); a deployment that mixes
litmus gangs with real background work would need a fuller
accounting of fairness and starvation, since our gang cores
actively preempt and evict interlopers. Finally, our measure-
ments use the SB test on two x86 machines (a 2-socket NUMA
server and a single-socket desktop) and one ARM board; a
broader sweep of tests, microarchitectures, and a sched_ext-
capable ARM NUMA machine would strengthen external
validity.

6 Related Work

Memory-model testing. Litmus testing is the standard empiri-
cal method for probing hardware memory models. A litmus
test encodes a small concurrent program and checks whether
a particular weak outcome can occur on real hardware. The
diy/litmus7 toolchain [1, 2] generates and runs such tests
at scale, while the “herding cats” line of work [3] formalizes
the memory models those tests target. Rigorous models have
also been developed for architectures such as x86-TSO [18]
and POWER [16]. These tools already recognize that a lit-
mus test’s yield is not determined only by the instruction
sequence. Affinity, timing, synchronization, and placement
all affect whether the small window for a weak outcome
opens. Existing runners therefore expose user-space mech-
anisms such as affinity scans, custom allocators, and tuned
barriers to improve the rate at which weak outcomes appear.
These mechanisms are effective when a single test or a small
number of tests can be manually placed on suitable cores.
Our work addresses the part that user-space placement
cannot express directly: treating the threads of a test as a
scheduling unit. Rather than adding another affinity knob,
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we move the co-scheduling decision into a sched_ext sched-
uler. This lets the kernel policy reserve NUMA-local cores for
a gang, keep unrelated work off those cores, and time-slice
whole tests when more gangs are runnable than can physi-
cally fit at once. These guarantees are difficult to obtain from
static affinity masks, which bind individual threads to CPUs
but do not express that a set of threads must run together.
The approaches are therefore complementary: a runner such
as litmus7 could enroll its threads in our gang map and
keep its existing test-generation, barrier, and affinity logic
while inheriting the scheduler’s co-scheduling guarantees.

Scheduling for concurrency testing. Controlling when threads
run is a long-standing lever in concurrency testing. PCT [5]
randomizes thread priorities to obtain probabilistic guar-
antees of hitting buggy interleavings; SKI [8] and Snow-
board [9] control kernel-thread interleavings from a virtual
machine monitor to expose kernel concurrency bugs. Recent
work has also used sched_ext itself for this purpose: the
Concurrency Fuzz Scheduler [4] perturbs thread schedules
to surface rare interleavings in general programs. Our goal
is the inverse. We do not search the schedule space or try
to increase schedule diversity; instead, we reduce schedul-
ing variability so that a known set of litmus-test threads
run together at the right time and on suitable cores. Both
directions treat the scheduler as an experimental instrument:
one destabilizes schedules to find software bugs, whereas
ours stabilizes co-scheduling to improve the sensitivity of a
hardware measurement.

Custom kernel scheduling policies. Delegating scheduling
policy to user-defined code predates sched_ext: ghOSt [10]
delegates Linux scheduling decisions to user space, and
Syrup [11] lets applications define matching-based sched-
uling policies across the stack. sched_ext brings this dele-
gation into the mainline kernel as verified eBPF programs;
we use that mechanism to encode a measurement invariant
rather than a performance policy.

Gang and co-scheduling. Gang scheduling dates to Ouster-
hout [15] and is standard in HPC batch systems and hypervi-
sors, where co-scheduling the threads of a parallel job avoids
spin-waiting on descheduled peers. Our setting inverts the
usual motivation: rather than avoiding wasted spinning, we
exploit precise co-execution to widen the window in which
a hardware weak behaviour can be observed. To our knowl-
edge this is the first use of gang scheduling, expressed as an
eBPF policy, to improve hardware memory-model testing.

7 Conclusion

Scheduling is a first-class factor in how reliably litmus tests
expose weak memory behaviors, and on NUMA machines
the default Linux scheduler can turn this requirement into
a placement lottery. Using sched_ext, we built two gang
schedulers that make the co-scheduling invariant explicit: a
spatial policy that reserves NUMA-local cores and matches
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hand-tuned same-socket pinning without manual topology
tuning, and a temporal policy that keeps whole tests co-
scheduled under oversubscription, beyond what static affin-
ity masks can express. The results also show the limits of
this approach: the benefit appears when placement matters,
while the implementation must work within today’s eBPF
verifier and sched_ext constraints. Overall, the paper shows
that sched_ext/eBPF can serve as a practical mechanism for
workload-specific testing policies.
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